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Introduction

The Geographical Analysis Machine GAM/K is a point pattern analysis tool for identifying clusters of excess or deficit of one variable (observed incidence) given values of another (expected incidence or PAR); Openshaw et al., 1994.  Values of the observed incidence and the Population at Risk (PAR), or expected incidence, are assigned to points in a two-dimensional Euclidean geometry.  GAM input data can be a set of points for which there is both an observed and an expected value.  However, it is also common that measures of incidence and expected measures (PAR) are not available for the same points.  GAM/K can handle this although there are implications for the filtering actions in the generalisation.  Essentially GAM/K identifies spatially, where the rate or level of incidence is considerably higher or lower compared with a global average.  It does this across scale by generalising rates for different sized circular regions.

There are a number of control parameters that can be used to get different outputs from GAM/K.  Arguably the most important of these control the dimensions of the regions (circles) which are tested, yet others which control aspects of a significance test (that identifies considerable difference) also vary the results.  GAM/K is perhaps best thought of as a set of overlapping circles where each circle of a given size is positioned on a lattice (square grid).  There are a range of circle sizes and usually a fixed proportional overlap of these.  Each circle has a rate, and for each circle size there is a distribution of rates with a mean and a variance.  High or low rates for each circle at each circle size can thus be adjudicated using a statistical significance test.  Those rates found to be statistically significantly different at a given level are then scored and the associated circles are added to accumulative surfaces of excess or deficit as appropriate.  The patterns in the output maps can then be analysed with respect to the input data.

GAM/K is an Exploratory Spatial Data Analysis (ESDA) tool in that it can help identifying further lines of enquiry. 
Essentially, GAM/K performs a search which tries to ascertain where the value of one variable is very different to another given all the differences at a particular scale.

There are a number of ways that GAM/K can be used to explore Stats19 personal injury road accident data for Great Britain since 1992.  In this paper two types of usage are investigated.  Section ??? attempts to explain much of the spatial distribution of road accidents at broad scales based on developing exposure proxies based on available digital map and census data.  Section ??? examines change over time where expected measures of incidence are given as the incidence in previous time periods.  In combination these two ways can identify areas where incidence is not only high given what might be expected, but also where the level is increasing.  Conversely it could show where levels are high, but are significantly reducing.  It is argued that GAM/K is a useful analytical tool that could be used to improve road safety by both identifying problem areas and by showing where improvements have been made and lessons can be learned.

2.
Data

Describe input data….

2
Aim
This is a report of some initial experiments with GAM that begin to analyse road accident data at a resolution of 1-km for Great Britain.  The aim of the experiments and this report is to investigate variables that might explain clusters of accidents.

Stats19 road accident data covering the period 1992 to 1999, Ordnance Survey Meridian digital map data of roads, and 1991 UK population census Surpop data were used in these experiments.

There are a series of sets of results presented in this report.  Each set of results shows something subtly different and follow in a logical order to fulfil the aim of developing methodology for further work.  All the results are related and are complimentary to the understanding of the data - their spatial patterning, and the GAM method.  The similarity and differences in the spatial patterns are described not only from the maps but from exploring the maps by zooming in and out, querying values, and overlaying them in a GIS.  There is some description and a discussion to go along with the results.  These raise questions about the underlying data and the parameter settings of GAM being used.  Most importantly the experiments demonstrate a number of ways in which the data can be analysed using GAM.  The results and the experiments were performed in order to develop the data analysis methodology.  It was necessary to make sure that the proposed methodology is both practicable in that it could be done in the time available, and that the results it is likely to derive will be interesting, potentially useful and ultimately comprehensible.
Aims

· Use GAM to search for clusters of road accident data at a 1-km resolution for Britain.
· Investigate methods for generating proxies of exposure from non-accident data and examine the effects of different exposure proxies on GAM outputs.
· Use GAM to search for clusters of road casualties broken down by severity of casualty.
· Use GAM to examine different types of accident and casualty rates.

· Show how GAM can be used to investigate changing patterns of incidence over time.  This concerns the identification of significantly increasing or decreasing clusters of accident rates.
Introduction

The maps in this report have been exported from a GIS within which it is relatively easy to compare and query the underlying data and the maps of them.  The majority of input maps shown have been classified in a consistent way in an attempt to make them comparable and understandable.  Usually this has involved using Jenk’s natural break algorithm to classify the data into 9 classes with an additional class added at zero.  The output maps have again been classified in a consistent way, but instead using a quantile method to classify into 6 groups excluding zero values in the classification.  In the majority of cases the lowest of these quantile groups has been shaded a grey background colour to help the main results stand out.

Each time GAM was run to generate the results displayed in this report, the following parameters were used:

· a minimum circle radius of 5-km

· a maximum circle radius of 40-km

· a radius step increment of 5-km

· an overlap between circles of 0.5 of the current radius

· a bootstrap statistical filter with a power of 0.01 to filter significant excess.

The first set of experiments examine all accident incidence density from 1992 to 1999 using proxy measures of exposure based on 1991 residential population density and road density.  The different exposure measures produce different excess and deficit cluster maps that can be compared.  For all but the first run, the two maps being compared with GAM – the accident incidence density, and the exposure density estimate, have very similar distributions.  The maps of excess and deficit show different patterns but for each set of results there is a general relationship between higher density and lower density areas.  There is some agreement in all sets of results in that central London displays a very high level of accident incidences given the exposure estimates.  This set of experiment questions how to combine different variables into exposure proxies and raises the problem of evaluating which spatial scales are important for different explanatory variables.

A second set of results compare the incidence of one type of accident against another.  These are split into sets of results that look at different types of severity and sets that examine weather conditions.
A final set of results investigates some changes over time.  These will be presented to the RSG at the forthcoming meeting.
Investigating effects of different exposure measures on accident incidence clustering
Figure 1a is a map of all accident density at a 1-km resolution in Great Britain for the period 1992 to 1999.  It was generated by counting the number of all road accidents that occur in each cell of a spatial frame aligned with the Ordnance Survey national grid.  This spatial frame origin is in the south-west corner and extends 720 columns east and 1,260 rows north.  The accident count for each cell was based on the easting and northing spatial reference given in the Stats19 accident data table.
In general, the distribution of accident density shown in Figure 1a is not surprising.  It is expected that more accidents occur in urban areas and that in general the busier the place the greater the accident frequency is.  The variation in expectancy is also known as the variation in exposure to risk.  Anyway, in general Figure 1 shows that the density of accidents is similar to the density of population.

Figure 1b is a land sea mask grid.  It was generated from an outline of Britain and a road network from the Ordnance Survey Meridian data product.  Cells of the spatial frame that did not contain any road or any land form the mask.  Subsequently this has been used to mask out the accidents recorded in Stats19 as being in the sea.  All data inputs and outputs other than those in Figure 2 are masked.  The mask effectively speeds up the running of GAM.  Experiment not shown here confirmed that this masking had an insignificant effect on the results partly as a consequence of how the filters work in the GAM algorithm and default parameters.

[image: image1.wmf]Figure 1.

a) Accident density

b) Land-road/sea mask

Much of the coastline can be made out in Figure 1a and it is possible to identify the locations of cities, towns and countryside areas.  These are shown on Figure 3a which is the same map as Figure 1a only with the mask applied.  In more rural areas individual roads stand out.  The highest number of accidents in a single 1km grid cell is 2215.
Running GAM to identify clustering using a flat exposure measure (the maximum density of accidents in any cell) over the entire study region produces the outputs in Figure 2 below.  Figure 2a is an excess cluster map identifying the areas of significantly high accident density.  Figure 2b is a deficit cluster map identifying areas with significantly low accident density.  The patterns shown are not unexpected given the input data shown in Figure 1a.  Figure 2 shows some effects GAM filters.  There is no trivial means of rescaling and combining these two maps to produce either of the inputs.  Figure 2a is only built from circles that GAM has found to contain a large accident density (i.e. some way greater than the mean density per cell).  Conversely Figure 2b is only built from circles that GAM has found to contain a small accident density (i.e. some way less than the mean density per cell).  Other filtering within the algorithm ensures that the Shetland Islands (the islands in the northern most part of the map) are not coloured in either map in Figure 2.  The reason they are not coloured in either map is due to there being no recorded accidents in these islands in the data.  In default mode, GAM does not test circles that do not contain any count or incidence.  This default is derives from GAM being optimised for identifying excess clusters of rare events.  This default has not been changed in the experiments reported here, but its effects will be investigated in due course.  The outputs shown in Figure 2 have not been masked.  The coastline has been overlayed or superimposed on the results to make it easier to identify the locations of the clusters.  As mentioned above there are no real surprises in the results given Figure 1a. 
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a) GAM excess clusters of accidents given a flat measure of exposure

b) GAM deficit clusters of accidents given a flat measure of exposure

One way to interpret the results shown in Figure 2 is that the flat measure of exposure does not explain all the variation in road accident incidence within the bounds of reasonable randomness assumptions.  This follows in any case from the clear spatial pattern that can be seen in Figure 1a.

A perhaps better measure of exposure could be based on population density.  It may be better in that it explains more of the variation in accident incidence.  Prior knowledge that the map shown in Figure 1a is similar to a population density map was useful in choosing population as an additional component of an exposure measure.  It is also intuitive that exposure is related to where people are.

Estimating exposure and indeed population is difficult and indeed population estimation and mapping is a geographical subject in its own right.  One type of population estimate that is readily available is the 1991 residential population density surface called Surpop.  Surpop was generated using UK 1991 census of population data and postcode density information at a resolution of 200 metres, (Braken and Martin, 1991).  To transform Surpop into an exposure measure it was aggregated to provide estimates of population for the chosen 1-km spatial frame.  This involved summing the population of each 200-metre cell contained in each 1-km cell in the chosen spatial frame.  By chance this did not involve any spatial interpolation as the 200 metre Surpop cells aligned with the chosen spatial frame used in these experiments.  The result of aggregation was masked using the mask as specified above and a map of this data is shown in Figure 3b.  Figure 3a is a masked accident density map that also indicates the location of some British cities for descriptive purposes.
[image: image3.wmf]Figure 3.

a) Masked accident density and a select few names of British cities 

b) Residential population density

Population density at a 1-km resolution in Britain is highly variable.  Sometimes it is closer to the distribution in Figure 3b than at others.  There are patterns to the movement and concentration of people in time, so for example there are general differences between daytime and night-time populations, and weekend and weekday populations.  As mentioned above, the transient nature of human population makes it a very difficult thing to measure and map.  It may be that population density measures at a very high level of spatial and temporal detail might be nearly all that is needed to explain the variation in accident density.  Speculation aside, the spatial distribution shown in both maps in Figure 3 is very similar, so it is to be expected that residential population density as shown in Figure 3b is highly correlated with accident density in Figure 3a.  It should therefore be expected that using population density as an additional or sole measure of exposure should explain more of the spatial distribution of accidents than a flat measure of exposure. 
There are some interesting differences between the maps shown in Figure 3.  Central London stands out in Figure 3b as an area of relatively low residential population given the surrounding areas.  In the accident density map the values are actually the highest in the Central London.  One might therefore expect that GAM will pick this out as a cluster of excess accidents given population density.  As mentioned previously, exploring and investigating the differences in such maps is far easier using GIS with the appropriate navigation, layering and querying functionality.  Another way of identifying the differences is to use GAM and attempt to interpret the resulting clustering patterns.
Naïvely, GAM was run to examine clustering of accident density in 1992 to 1999 given population density in 1991.  Figure 4a shows excess clusters where the number of accidents is high given the population.  Figure 4b shows deficit clusters where accident density was unusually low given population density.
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a) GAM excess clusters of accidents given residential population

b) GAM deficit clusters of accidents given residential population

The Figure 4a excess map is a composite of 952 excess significant circle results, 215 of these were at the smallest circle size and 61 at the largest.  The most significant excess cluster is centred on London, one other cluster is centred on Manchester, and another is centred on Liverpool.  In addition there are small clusters centred on Birmingham, Bradford/Leeds and Cambridge.  There are one or two other small spots on the map.

The deficit clustering shown in Figure 4b is more complex compared with the excess clustering shown in Figure 4a.  In all there were 10,093 significant deficit circle results, 3,607 of these were at the smallest circle size and 495 at the largest.  There are between 5 and 10 main deficit clusters depending on interpretations and there are a number of smaller deficit areas shown.  Interestingly some deficit clustering appears in and around the main clusters of excess.

In Scotland and in the north of Britain there were some significant circles excesses which are not shown on Figure 4a.  They were removed to make the result clearer but later provided clues as to the naivety of this run.  These were areas of generally very low residential population but where there was a noticeably higher general amount of road accidents as shown in Figure 3.  Anyway, these areas are not revealed in Figure 4a because of the way the values have been classified.  Figure 4a suggests that given population; London, Manchester and Liverpool are locations of the highest excess clusters of accidents.  Looking closely one can also identify small clusters centred on Cambridge, Birmingham, Leeds/Bradford, Preston (20 km north of Manchester), Sheffield (50km south of Bradford/Leeds), Hull and Peterborough (50km north-north-west of Cambridge).
Comparing the maps in Figures 2 and 4 it can be seen that there is more similarity in the excess cluster maps (Figures 2a and 4a) than in the deficit cluster maps (Figures 2b and 4b).  There is a reason for this and a reason why this run was originally described as being naïve.  Using residential population density as a straight swap for a flat exposure measure resulted in some of the internal GAM filters doing a lot more filtering than before.  Circles that did not contain any population density, but contained accidents were filtered out and not tested.  This filtering avoids the problem of having to deal with so called ‘infinite excesses’, but it means that the results shown in Figure 4 could be a bit of a red herring.  Because of the way GAM works (as a general rule) no point should really have more incidences than it has exposure.  GAM will still run if this is the case but the results are not so easily interpreted.  Probably, the most sensible thing in comparing results is to ensure in the first place that the same circles have been tested and that incidence is never greater than exposure in any circle.  There are several ways to ensure that incidence is never greater than exposure in any cell.  Probably the most sensible (at this stage) are those which treat all cells in the exposure grid the same.  One fairly arbitrary method is to add to each cell the value of the maximum number of incidences in each cell.  Alternatively, by taking incidence from exposure one can calculate the minimum number that needs to be added to each cell to guarantee that incidence is no greater than exposure for any cell.  Supposing each cell had a population density value wherever there was an incidence then another alternative would be to multiply the value of each cell to make the condition hold.

Supposing we were to adopt the first strategy suggested above and add to each cell the value of the maximum number of incidences in each cell.  This could make the results more comparable with those shown in Figure 2.  However, in terms of getting the most out of the population density variable there is a problem of deciding how best to weight it.  Simply adding the two variables might not be the most sensible option.  Should the population variable also be multiplied by some factor or scaled up exponentially or what?

Comparing the results of two GAM runs is not easy, in that it is hard to evaluate if one variable or another better explains the distribution of some other variable.  Using GAM to compare the explanatory power or correlation of different variables in this way was not the original intention of the method.  However, that is not to say that this cannot be done.  To do this what is ideally wanted is a way to change one thing and one thing only between each run, i.e. the measure of exposure.  Changing ‘one thing only’ means not invoking any internal GAM filters to filter out for low exposure or anything else.  A run was done to compare weighting population to see if this had an effect on the results.
Figure 5 contains the GAM cluster results that use a non-weighted sum of population density and the maximum value of incidence (2215).  Figure 5a is a GAM excess cluster map.  In all there were 9513 excess significant circle results, 4867 of these were at the smallest circle size and 213 at the largest.  The most significant excess cluster is centred on London.  Figure 5b is a GAM deficit cluster map.  In all there were 46610 significant deficit circle results, 28149 of these were at the smallest circle size and 688 at the largest.  The main deficit areas are the less dense (rural) areas in Britain.
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a) GAM excess clusters of accidents given a population density + maximum incidence in one cell

b) GAM deficit clusters of accidents given a population density + maximum incidence in one cell

The results shown in Figure 5 are more similar to the flat run results shown in Figure 2 than the so called ‘naïve’ population run results shown in Figure 4.  This is despite the difference in that the maps in Figure 5 are masked whereas those in Figure 2 are not.  The similarity in the results of Figure 2 and 5 intuitively suggests that the value being added to the population variable in the exposure measure may be swamping the variability in population reducing its explanatory impact.  The extreme excess and deficit values of the results shown in Figure 5 are less than those shown in Figure 2 (after masking).  This suggests that more of the spatial distribution of accident density has been explained with the combined flat and population exposure measure.  Maps of the differences further support this suggestion although this support is very weak.  Comparing the most extreme values and maps of result differences is not the best way to compare the level of explanation given by different exposure methods.  Some better way of measuring the explanatory power is desirable, and developing such measures is a task that will be approached in this research.

Another exposure variable was generated by multiplying the population variable by 2 and adding the minimum number needed to ensure that each cell had a greater value than its accident density (917).  This again reduced the extremes of excess and deficit suggesting that yet more of the accident density pattern could be ‘explained’ by population density.  The mapped clusters of excess and deficit were so similar to those shown in Figure 5 that they are not reproduced here.
Identifying that incidence was not necessarily greater than exposure for all circles in the GAM runs performed was something that happened late in the set of experiments reported here.  This lead to some results being removed from this report and also means that many of the results presented here should ideally be reworked.  The late stage of identifying this problem and the time needed to rerun the analysis has meant this work is still ongoing.  Also no inferences based on these results can really be made.  Nonetheless the remaining results serve their demonstrative purpose and the entire experience has helped in the development of methodology.

Figure 6a is a road density map at a 1-km resolution.  The spatial frame of the map is the same as that of the other maps.  The values in the surface were calculated by adding up the length of road in each cell.  The roads were stored as lines in the OS Meridian data product.  Like there are accidents recorded as being located in the sea it was also initially a concern that there were accidents recorded in cells which according to the road data, do not contain any road.  This is less of a concern than for the population density variable as all these rogue cells by chance were nearby enough road that they had little effect on filtering.

Figure 6b is an accident weighted road density surface.  This was generated in a similar way to Figure 6a but with a weighting factor applied to each class of road based on the number of accidents on that class of road per length of that class of road in Britain.

Figure 7 is a table revealing the numbers used in the calculation of the weights.  The weights applied to Motorways and A-roads are high compared with those for B and Minor road classes.

The main difference between Figures 6a and b is that the motorway and A-road network stand out more in Figure 6b and in general there are relatively higher values for denser areas in Figure 6b and lower values for less dense areas.  There is much similarity in the density distributions in the maps of Figures 1a, 3b and 6.  Unlike the population map in Figure 1a and 3a the road density maps in Figure 6 have high values in city centres which can be seen clearly for the case of Central London.
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a) Road density

b) Accident weighted road density

	 
	Motorway
	A road
	B road
	Minor road
	All road

	All accident count
	62,554
	871,834
	235,333
	707,607
	1,877,328

	Road length in GB (km)
	3,398
	46,611
	29,973
	271,070
	351,052

	Accident per km
	18.4090
	18.7045
	7.8514
	2.6104
	5.3477


Figure 7.

Figures in the calculation of accidents per km of road in GB from 1992-1999
Figure 8a is a GAM excess cluster map of all accidents given road density.  In all there were 6451 excess significant circle results, 3196 of these were at the smallest circle size and 151 at the largest.  The most significant excess cluster is centred on London, the next is centred on Manchester, and another is centred on Liverpool.  This is a similar result to that shown in Figure 2a.
Figure 8b is a GAM deficit cluster map of all accidents given road density.  In all there were 48519 significant deficit circle results, 28787 of these were at the smallest circle size and 745 at the largest.  The main deficit areas are less dense (more rural) areas in England and Wales but the pattern is different in Scotland.  In Scotland there is more of a deficit in the hinterland of Aberdeen and inland from the East coast. 
[image: image7.wmf]Figure 8.  

a) GAM excess clusters of accidents given road density

b) GAM deficit clusters of accidents given road density

Figure 9a is a GAM excess cluster map of road accidents given accident weighted road density.  In all there were 6610 excess significant circle results, 3264 of these were at the smallest circle size and 160 at the largest.  This is a similar excess clustering result to those shown in Figure 8a.  Again the most significant excess cluster is centred on London, another is centred on Manchester, and another is centred on Liverpool.  The main difference is that there are more excess clusters yet each cluster is of a lesser excess.  Again it is higher density (more urban) areas that coincide with the locations of these additional excess clusters.
Figure 9b is a GAM deficit cluster map of road accidents given accident weighted road density.  In all there were 48465 significant deficit circle results, 28839 of these were at the smallest circle size and 745 at the largest.

[image: image8.wmf]Figure 9.
a) GAM excess clusters of accidents given weighted road density

b) GAM deficit clusters of accidents given weighted road density

Comparing Figures 8 and 9 it is clear that weighting the roads using measures of the numbers of accidents on each main road class had an effect.  Looking back that effect seems reasonable given the differences in Figures 7a and b.  In general the clustering surfaces (both excess and deficit) are flatter in Figure 9 and more detail in the spatial pattern appears to emerge.
Weighting the road density surface was a useful way of developing an exposure proxy in that GAM outputs suggest that the derived proxy ‘explained’ more of the variation in accident density.  This is not immediately clear from the Figures because as the surface is generally lowered more of the variation pops out of the maps.
Pre-processing and developing proxies for exposure can be done in many different ways.  There are various univariate methods which operate on a single variable, and various multivariate methods which combine a number of variables.

Turner (2000) outlined a univariate method that generates cross-scale density surfaces.  The method is not explained in detail here, but basically involves measuring the density of a variable across a range of scales and composing a resulting cross-scale density surface from the densities at these scales.  In a way this is similar to the way GAM combines the significant circle results from different sized circles into a density map.  In the method weights can be applied to increase the importance of the density at a particular scale.  Figure 10a is a map of cross-scale accident weighted road density from 1-km to 4-km based on the initial accident weighted road density surface at 1-km depicted in Figure 6b.  Each scale has been applied an equal weight. Figure 10b is a map of accident weighted road density at a 4km scale but a 1km resolution.  As can be seen by comparing the legends in Figure 6b and 10b the density values are much lower at the scale of 4km.  This means that the equal scale weighted cross-scale surface shown in Figure 10a is most similar to the original 1km density surface shown in Figure 6b than the density surfaces at any of the other scales. 
[image: image9.wmf]Figure 10.  

a) Cross-scale accident weighted road density combining scales 1-4 km 
b) Accident weighted road density at a 4 km scale
Figure 11a is a GAM excess clustering map of accident density (as shown in Figure 3a) given cross-scale accident weighted road density (as shown in Figure 10a).  In all there were 6623 excess significant circle results, 3240 of these were at the smallest circle size and 160 at the largest.  Figure 11b is the associated GAM deficit clustering map.  In all there were 49650 deficit significant circles, 29968 of these were at the smallest circle size and 741 at the largest.
[image: image10.wmf]Figure 11.

a) GAM excess clustering of accidents given 1km - 4km cross-scale accident weighted road density

b) GAM deficit clustering of accidents given 1km - 4km cross-scale accident weighted road density

The values in both clustering maps being generally lower in Figure 11 than in Figure 9 suggesting that the cross-scale version of accident weighted road density explains more of the variation in accident density than the single scale version.  However the difference is only small.  The similarity between Figure 11 and Figure 10b suggests that a higher weighting of the 4km scale density surface may have been more appropriate in the cross-scale combination.  Experiments with cross-scale weighting will be returned to at a later date.

The final part of this section concerns combining population and road density exposures.  There are a great many ways in which this can be done.  The approach used here is fairly simplistic considering that modelling methods could have been used.  Anyway, cross-scale population density and cross-scale accident weighted road density variables were selected for combination.  Each variable was transformed by dividing it by its maximum value.  These transformed variables were then added together and finally the answer was rescaled by multiplying by the sum of both maximum values.  Figure 12a is a map of 1km to 4km cross-scale population density where each scale has been equally weighted.  Figure 12b is a map of the combined exposure measure. 
[image: image11.wmf]Figure 12.

a) 1km – 4km cross scale population density

b) Combined 1km - 4km population and accident weighted road density exposure

Figure 13a is a GAM excess clustering map of accident density given the combined exposure measure.   In all there were 5590 excess significant circles, 2606 were at the smallest circle size and 144 at the largest.  Figure 13b is a GAM deficit clustering map of accident density given the combined exposure measure.  In all there were 49487 significant circle results, 29718 were at the smallest circle size and 744 at the largest.
[image: image12.wmf]Figure 13.

a) GAM excess clustering of accidents given combined exposure proxy

b) GAM deficit clustering of accidents given combined exposure proxy

This section has presented some GAM results that compare accident density against proxies for exposure.  None of the exposure proxies were seen to ‘explain’ all the variation in accident density.  A couple of different ways of developing exposure proxies, through cross-scale and combination were briefly outlined.  Pre-processing was shown to develop exposure proxies that ‘explained’ more of the variation in accident density.  The filtering of zero exposure circles in GAM was highlighted as something to beware of when developing exposure proxies.  So far the experiments have not investigated the effects of changing GAM parameters and focussing the GAM search at specific scales although this is undoubtedly important.  In many GAM runs the smallest circle sizes were accounting for over half of the significant results indicating that 5km was probably too small an initial radius that made the results hard to differentiate.

Searching for clustering of specific types of accidents
This section reports some experiments with GAM done to examine clustering of particular types of accident.  It also switches from examining accident density to examining casualty density.

The first sets of results examine severity.  Each accident incidence is either of a fatal, serious or slight severity, which is based on the worst injuries of the casualties involved.  Previous studies have indicated that there are a large number/proportion of fatal accidents involving car collisions on 2 lane rural roads, and that most fatal accidents involving pedestrians occur within urban areas, (Carsten, 2002; personal comment).

Figure 14a below is a map of fatal accident density for 1992 to 1999.  Figure 14b is a map of fatal and serious accident density for 1992 to 1999.  Fatal accidents are sparse compared with all accidents.  Fatal and serious accidents are less sparse but still these are only a small fraction of all accidents. 
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a) Fatal accident density

b) Fatal and serious accident density

Figure 15a below is a GAM excess cluster map of fatal and serious accidents given all accidents.  Altogether the map is comprised from 25200 significant circles.  11649 of these were at the smallest circle radius and 600 at the largest.  The clustering pattern is very different to other maps that have been displayed.  The high excess areas indicate where there are unusually high rates of fatal and serious accidents given all accidents.  Figure 15b is the corresponding deficit clustering map.  The high deficit clusters indicate where there are significantly less fatal and serious accidents given all accidents.  The absence of some clusters that might be expected given the others is interesting.  Glasgow for example is not the location of a deficit cluster unlike nearly all other deficit clusters which are located in high density city areas.  This suggests that accidents in Glasgow are more generally recorded as being of a fatal or serious severity.

[image: image14.wmf]Figure 15.

a) GAM excess clustering of fatal and serious accidents given all accidents

b) GAM deficit clustering of fatal and serious accidents given all accidents

Figure 16a is a map of casualty density.  It is very similar to the map of accident density shown in Figures 1a and 3a except that the scale is an order of magnitude higher.  Figure 16b is a map of casualty weighted road density which is like the map of accident weighted road density shown in Figure 6b.  Figure 17 shows the values used in the weighting of casualties.  The final row of the table gives the average number of casualties in accidents on the different classes of road.
[image: image15.wmf]Figure 16.  

a) Casualty density

b) Casualty weighted road density

	 
	Motorway
	A road
	B road
	Minor road
	All road

	All casualty count
	220,949
	3,064,199
	727,268
	2,089,583
	6,101,999

	Road length in GB (km)
	3,398
	46,611
	29,973
	271,070
	351,052

	Casualties per km
	65.023
	65.740
	24.264
	7.709
	17.382

	Average number of casualties per accident
	3.532
	3.515
	3.090
	2.953
	3.250


Figure 17.

Figures in the calculation of casualties per km of road in GB from 1992-1999

Conclusions

The expectancy of the value can be calculated in a number of ways, but it is usually based on the mean of the distribution of one variable divided by the other (the rate).  Actually the testing is merely a filtering engine to focus on the most extreme results.

Typically GAM works with observed incidence as points and observed population at risk as points.  The main problem in adapting GAM to examine road accident incidence is that the observed incidence are points, but there is no observed population at risk as points.  Indeed the population at risk or exposure is so variable that it is reasonable to question whether GAM is an appropriate tool to use at all.

In defence of GAM, it is a model building tool.  It can be used to develop measures of expectancy based on auxiliary geographical information.  It is this way of using GAM that is initially of interest.

Conceptually GAM could be adapted to work with linear or polygon data, however the practicalities are very complex.  For each circular region tested it would be necessary to intersect and calculate how much line or polygon was contained in the circle.  More importantly it would be necessary to determine what this means in terms of the attributes of the lines or polygons.

This study considers using data interpolated onto a square celled grid, rather than using lines or points or areas.  Moreover it considers what needs to be done to make the results of using something like GAM meaningful in comparing two variables, an expected measure and an observed incidence.

In a way, GAM is based on a new way of thinking about quantitative geography to make the results and the methods more scale invariant.  Similarly so is the Geographically Weighted Regression approach of Fotheringham et al. (2000), and other spatial statistical methods which can compare multiple values (for different localities) of multiple variables in regions made up of localities.   with those of a other nearby or overlapping generally larger localities. 
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